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Semantics plays an increasingly important role in business processes
and IT-systems. This has profound consequences for organizations.
Computer systems can now reason based on the semantic features
of a specific case. While the concept of such self-reasoning systems
has been proven already in the 1970’s, real world solutions now start
hitting the market. Consequently, techniques developed in the field
of information retrieval and library science are applied to business
modeling. Information retrieval, search technology and business
process management converge, resulting in revolutionary change.
This series of whitepapers explores the backgrounds and the
consequences of this change.
Part I addresses the basic concepts: knowledge models, taxonomies,
ontologies. Part II explains practical applications of these concepts in the
domain of information retrieval and search. Part III is about using knowledge
models to support business processes. It discusses real life examples showing
how major savings in cost go hand in hand with significant improvement in
quality.
The most visionary product of the moment in this area is Be Informed
Business Process Platform. Working examples will be presented in this series
based on this product. Other examples of products in this field are, for
instance, Pega Systems, IBM WebSphere Operational Decision Management,
Oracle Policy Automation and Isis Papyrus.

1 Findability basics
Knowledge models, such as taxonomies, are often used for making things
easier to find. There is nothing revolutionary about this. When the great
taxonomist Linnaeus worked in the Dutch town of Haarlem at his benefactor’s
estate — to categorize the plants in the garden and write about the taxonomy
of plants in general —, he used his spare time to classify the books in his
benefactor’s library as a token of gratitude. He used a simple but effective
taxonomy for this.1 Such taxonomies for book classification go back to the
days of Callimachus, who compiled a catalogue of the library at Alexandria in
third century B.C.E. And a tree structure for book classification is really a
model of knowledge. As the 17th century polymath and cryptographer John
Wilkins put it: such trees “… are the shortest and plainest way for the
attainment of real Knowledge.”2
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Although the use of knowledge models for knowledge management purposes
such as findability is utterly unrevolutionary, the findability domain is worth
attention. As search technology and adaptive case management converge, it
vital to understand the developments in both fields. The common factor is the
use of knowledge models. The application of semantic technologies in
business processes affects different groups of stakeholders in different ways:






End users, citizens, customers can be better served. They have
relevant information flowing to them with less effort
Workers executing the process. Their focus shifts from managing the
logistics of the process towards the knowledge intensive tasks. These
almost always involve finding relevant information.
Managers responsible for the results. Strategy formation and primary
process execution inform each other more directly.
The IT-department. Getting from business needs, legislation and
policies to an ergonomic, effective system that is resilient to change is
fundamentally a knowledge management challenge.

Findability plays a role in each of these aspects. The above points will be
treated more extensively in Part III, when we focus on business process
support systems. In this Part, we continue laying the groundwork for that
purpose. Search and findability constitute a vast domain, and countless new
developments are reshaping it continuously. We discuss this domain with an
eye on its relevance for business processes, and concentrate on topics that
are of primary importance in that connection. We treat these mostly at the
conceptual level, avoiding technical matters. We touch on topics such as RDFa
and SPARQL in Part III, when we take a quick look under the hood.
A constant thread running through this story is classification: without
classification, no information exchange. Bees classify items in terms of food
and non-food. Consequently, they can communicate to each other about
where the food is, at a rudimentary but effective level. In Part I, we discussed
the example of words for siblings in Indonesian and English, leading to
orthogonal classification systems underpinning everyday language. Internet
search engines classify documents in terms of the words contained in them,
so that each word defines a class of documents. There are infinitely many of
such examples. Without classification, no communication and no search.
Semantic technology is transforming the Web. Web 1.0 is about one-way
communication. Web 2.0 adds social interaction — conversations. Web 3.0,
also called the semantic web, complements this with semantic technology,
yielding a new synthesis. We will touch on this theme at various points.
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In this overview, we start by discussing some of the basics of findability,
including the classification of information assets by assigning keywords to
them.
The next section is about organizing these keywords in a knowledge model. A
specific form of this is the thesaurus. Thesauri are widely used and add
considerable power to search and findability. They constitute one of the pillars
of effective knowledge management.
Taxonomies lie at the heart of a thesaurus, but they can also be used as a
navigational device in various contexts, such as websites and airports.
Combining different navigational taxonomies leads to faceted search and
classification. This is the topic of section 3.
Having covered these topics, we then consider some of the exciting new
developments in the search domain. We end with some reflections on where
to go from here.

Findability
Findability is a term coined by Peter Morville in 2002 to refer to the objectives
of designing systems that help people find what they need.3
The more traditional term would be information retrieval, but this suggests a
focus on, briefly put, retrieval. Findability is about the entire process,
including the stages that precede retrieval proper. In those stages, crucial
structural decisions are taken that make or break findability during the
retrieval stage.
There are more problems with the term retrieval. In many cases, it does not
apply well. Try locating a toilet in an airport, for instance. This is not about
content, and not even about computers, and
certainly not about retrieval. Effective signage
increases findability, and may be crucial to help
you find one near to you. The principles of
findability are neither specific to information
assets, nor to the computer.
In addition, the term retrieval suggests that it is
known beforehand what it is that needs to be
retrieved. Sometimes, when exploring
something, you may find useful things you did
Figure 1. Clearly
not know you were looking for. Sometimes, you understandable toilet signs
seek advice without knowing what you need.
can be important.
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For instance, suppose you want to come live in the Netherlands and wonder
what formalities you need to manage. You may google for information on
student grants and rules about social security, but how can you be sure you
find all relevant information? Answers to questions you didn’t know you
should have asked can hold crucial information. Therefore, findability is also
about getting all relevant information based on the needs you have, without
having to translate these needs into a set of explicit queries.
Findability is ultimately about structuring the knowledge needed to find
things, and making this knowledge available to others in the most effective
way. This explains why knowledge management and findability are so
intimately intertwined.

Semantic search
Most of are so used to searching content by typing in keywords in a search
engine that we hardly think about the validity of this approach. Free text
search engines parse documents on the web and create an index containing
the words occurring in each. Each word
defines a class and a document belongs to
that class if it contains at least one
occurrence of a word form that matches
the word in the index. Using such search
engines, we often find what we are looking
for within the first 15 results or so. But, as
we just discussed, not always all that we
should have found.
Semantic search is searching by word
meaning instead of word form. This solves
many terminological problems, such as the
fact that many different words may refer to
the same thing. Recall the eighty different
names of the marsh marigold or Caltha
palustris in English, discussed in Part I.

Figure 2. There are 80 different
names for Caltha palustris in
English (image is in the public
domain, made available by
Wikimedia Commons)
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You will be lead to find all and only relevant
things, based on the intended meaning of
the keyword in your query. Semantic
search is — or should be — independent of
language: you should be able to find
articles about your topic of interest,
independent of the language they are

written in. But the promise of semantic search goes beyond solving
terminological issues: it is ultimately about understanding why you would
issue a query, and retrieve matching items based on this understanding —
preferably even before you type in any keywords.
Several developments support this in novel ways. We discuss this in section 4
below. However, many semantic findability methods still rely on manually
metatagging assets in some way, that is, adding keyword tags to assets or
resources to set them apart from others. Doing so makes the assets findable
by keyword. Traditionally, this is called indexing. I will use the terms indexing
and metatagging loosely as synonyms.
The classic approach to indexing is that a team of experts assigns keywords
from a controlled vocabulary to assets. In this approach, the problem of many
words referring to the same thing, and one word having many meanings, is
solved by mapping. This mapping can be accomplished using index cards with
a cross-reference: “Marsh marigold, see Caltha palustris.” There are more
elegant ways to do this, and we will discuss these below.
First, however, we delve more deeply in the use of metadata keywords itself.
For music CDs, these may include composer, performers, genre, year of
recording, and so on. For text items, the most import kind of metadata in
many situations is the topic that is addressed in the book or article. This is
where things become really interesting, because it is at the heart of the
aboutness problem.

Social tagging and beyond
Instead of having experts use a controlled vocabulary, the simplest way of
adding aboutness tags is allowing everyone to add keywords to anything — a
document, a picture, a restaurant —, with no restrictions. This happens more
and more on the internet. Thomas Vander Wal famously coined the word
folksonomy in 2004 to describe the "the result of personal free tagging of
information and objects (anything with a URL) for one's own retrieval".4 The
Web makes it easy to share these tags. Shared tags can, in turn, make items
retrievable to other people of like mind.
When many people assign the same tag to the same piece of content, that tag
apparently represents a strong topicality. By counting the number of times a
specific keyword is assigned to an asset, social tagging adds an extra
dimension to what metadata reveal concerning a resource’s aboutness. The
tag counts can be visualized in a so-called tag cloud, as in Figure 3. Statistical
analysis of tag co-occurrence allows implicit taxonomies to be discovered. If in
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a set of photographs the tag
“tulips” statistically implies the tag
“Holland”, than tulips is likely to
be a subtopic of Holland.
Emerging technologies make it
easier for people at large to add
metatags to everything and find
Figure 3. An example of a tag cloud
information based on these.5 In
online retailing, information about who bought what can be used to
automatically metatag items on sale. In such cases, social tagging takes place
without the tagger realizing it. Companies like Amazon use this to generate
recommendations: people who bought this book also bought that.
Social tags can be produced and harvested in countless ways. Dishtip scans
social media for information on what people think of specific dishes in
restaurants. It discovers the dishes available in a restaurant, and treats things
people say about them on the Web — for instance, on Facebook and Yelp —
as metadata. From this metadata it automatically generates reviews of the
dishes served in a restaurant, including a picture.6 Indeed, as Harvard fellow
and pundit David Weinberger predicted in 2007: everything is metadata and
everything can be a label.7 Where Yelp allows people to write reviews, DishTip
interprets and links these reviews. The first is Web 2.0, the latter is Web 3.0.
First Retail, another initiative in this field, goes far beyond this. It tags items
on sale on behalf of the retailer based on both knowledge models and web
statistics. It also clusters persons based on the trail they leave on the web.
Instead of using arbitrary demographic criteria (“middleclass male
adolescents”), target groups are defined in terms of the conversations they
have on the Web. Items are matched against persons, leading to sharply
targeted and highly relevant proposals to prospective customers — or what
Gam Dias, one of First Retail´s principals, calls frictionless commerce.8
Some advocates of good old Web 2.0 maintain that social tagging in its many
forms makes knowledge models such as taxonomies and thesauri superfluous.
Control over vocabularies for search should go bottom up, not top down. The
ensuing disorder is not only unavoidable, but actually beneficial.
It is certainly true that the impact of social tagging on our world can hardly be
overestimated. But does this spell the end for handcrafted? We will discuss
this important question in the last section. First, we continue on our tour of
findability basics.
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ECM and the indexing process
Let us reflect for a moment on how indexing in general — be it social tagging
or something else — relates to the life cycle of an information asset. Assigning
keywords to a piece of content is just one stage in the life cycle of documents
and other content. This is the field of Enterprise Content Management (ECM).
Typically the following consecutive stages are distinguished:







Capture content
Store and version content
Index content
Publish content
Search content
Preserve or decommission content

What most publications on ECM mean when they talk about indexing is
indexing for free text search. This a fully automated process. First, the
indexing engine parses the content and extracts all words. It adds these to
the index database — if the words are not already there. Finally, it adds to
each of these a link to the content. In fact, the words in a document are taken
as metadata defining document classes.
Social tagging and assigning keywords from a controlled vocabulary are both
manual processes. There is an important difference that sets automated and
manual indexing apart. In a manual process, the keywords — taken from a
controlled vocabulary or not —are not necessarily found in the asset itself. An
article about the weather does not necessarily contain that word. The
manually assigned keyword is selected as a mental act performed by the
indexer. Therefore, people can just as easily assign keywords to images,
dishes in restaurants and objects of art as to documents.
A difference between controlled indexing and social indexing is that the latter
occurs after publishing, while the first happens before that — at least,
according to the literature on ECM. In fact, however, indexing using a
controlled vocabulary occurs also after publishing an asset. This is the topic of
the next subsection.

The life-cycle of a taxonomy
In real world situations, controlled vocabularies are far from static. The
subject domain is always changing, so that the vocabulary must change with
it. Hence, the vocabulary must be updated on a regular basis. This has
consequences for the indexing process.
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Take for instance the International Patent Classification (IPC), a taxonomy
with some 70,000 leaf nodes for classifying patents in terms of technical field,
published and maintained by WIPO. Technology develops rapidly, and since its
establishment in 1971, the taxonomy has been updated frequently, mostly on
a yearly basis.9
New fields and subfields emerge, so that leaf nodes must be subdivided into
subcategories. Sometimes, classification terms take on a new meaning. Thirty
years ago, the term mass storage referred to storage devices that could
harbor several megabytes of information. Similarly, when Thomas Edison
wrote his patent on the telegraph in 1873, he used the word relay to describe
a contraption that hands over a signal from one part to another inside the
telegraph, as shown in Figure 4. At the time, the word relay was almost
exclusively used to refer to the handover of a packet from one rider of the
Pony Express to another. The advent of the telegraph added a new meaning
to relay and thus slightly changed our language. But slight changes add up
over time.
Each time after the taxonomy is updated to reflect such changes in our
language, new patents are indexed using the updated taxonomy. But what
about existing patents? In many cases existing patents need to be
reclassified. Otherwise, users will not find what they are looking for, and their
search results will be contaminated with irrelevant items. WIPO publishes
tools that help the user to do the translation from old to new and vice versa.10

Figure 4. In 1873, the word relay acquired a new meaning. (Image is in the public
domain. Published in Popular Science Monthly Volume 3, in 1873.)
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Thus, vocabulary management,
indexing and search are intricately
intertwined, as shown in Figure 5.
The creation of a vocabulary and
maintaining it is an ongoing
process. The same goes for
indexing. Neither is ever finished.
A growing number of software
products on the market are
specifically aimed at supporting
the creation and maintenance of
thesauri and taxonomies.
Figure 5. Vocabulary management, indexing
and search are closely related
Examples are Synaptica,
Wordmap, Dataharmony, Multites,
PoolParty and TopQuadrant. In comparison to these tools, mainstream ECM
products still have remarkably limited support for vocabulary management.11
New kids on the block, such as Profium, bring ECM-suites on the market that
are semantic from the ground up.

2 Knowledge management and thesauri
What is a thesaurus and why should we care?
Now that we have discussed some of the basics of metatagging, it is time to
delve deeper in the structure of metadata. A thesaurus describes the
language used in a particular domain, including its concepts and their
relations. As such, it is a powerful tool for knowledge management and
keeping diverse stakeholders on the same page. Thesauri add power to
search and enhance findability. When used in a business context, the
thesaurus is a treasure trove of information about core concepts for end
users, workers responsible for executing processes, managers in charge of
connecting strategy and operation, and IT-workers managing the life-cycle of
process support systems. A thesaurus is travel guide that tells people what
the need to know to find their way through complex processes.
With social tagging, there is not only no control over which terms are used in
a tag, but there is usually also no explicit structure. If a book is metatagged
with the expression “Mark Twain,” you do not know whether it is a book by
Mark Twain, or a biography about Mark Twain, or a book that once belonged
to Mark Twain, or a present for your nephew named after the great writer.
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When a controlled vocabulary is well-structured, it contains explicit relations
between the keywords. One basic relation is the “is-a” relation. As we have
seen, a set of concepts hierarchically ordered by such a relation is called a
taxonomy. A simple and widespread use of taxonomies is defining the relation
between abstract attributes and their more concrete values: Mark Twain “is
an” Author. Using this taxonomy, we can metatag Tom Sawyer as (Author:
Mark Twain). This enhances findability, obviously. There are other ways in
which vocabulary structure helps one to find things, but before discussing
these, we need to know more about thesauri and vocabulary structure.
A thesaurus defines a structured vocabulary, including relations between
terms. Usually, a thesaurus is built around one or more taxonomies. It may
add other relations between terms, such as “is an alternative term for.” More
importantly, it contains information about the terms in it, such as definitions
of concepts and explanations of their use, and links to related resources. In
doing so, an information language is created.
In its original meaning, thesaurus means treasury. The simplest form of a
thesaurus is dictionary of synonyms. A widespread use of such thesauri is in
desktop productivity suites such as Microsoft Office, where you use them to
find synonyms, antonyms and other related terms when authoring text. In
library science, a thesaurus is a structure of keywords in combination with an
indexing system for organizing a collection of documents. In other words,
keywords are explained in a thesaurus, and used for indexing.
More generally, a thesaurus supplies information about the language used in a
particular field. For instance, a thesaurus of federal law doesn’t describe the
law itself, but rather the terms used in describing the law. A thesaurus is
essentially a metalanguage. It defines the meaning of terms and explains the
relations between them.
In the previous section, we briefly mentioned the International Patent
Classification (IPC), maintained and published by the WIPO. You can navigate
the classification tree, starting at the top and drilling down step by step to a
leaf-category you are interested in. The pages representing the nodes in the
IPC classification tree contain useful background information.
It is this extra information that turns the patent classification taxonomy into a
patent language thesaurus. For instance, if you start at the top, and you
navigate to branch C called “Section C — Chemistry; Metallurgy”, you land on
a page describing in detail how patents in this category are classified,
including a discussion of the Periodic System, as shown in the screenshot in
Figure 6.12
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Figure 6. A screenshot of the online International Patent Classification

Whatever subject domain you are interested in, the more you understand the
language commonly used in that domain, the more you will be able to find
specific things. Essentially, a thesaurus describes such a domain specific
language. It explicitly structures the way we communicate and reason about
the domain. Understanding the language helps in translating a vague
information need into an actionable search. If you have a budding interest in
patents, browsing the IPC is a great way of familiarizing yourself with the
subject. Thesaurus-based indexes help findabilitiy, but even without an index,
a thesaurus is a powerful instrument of knowledge management.
Organizations and businesses are grappling with knowledge management
issues, and experiment with Data Dictionaries, Enterprise Vocabularies,
Enterprise Wikis, and many other means to create a solid basis for
communication. What they need is a business thesaurus. In Part III, we
discuss how such a business thesaurus can be based on underlying semantic
models, and how the business support systems can execute these models. In
this part, we continue to focus on the findability aspects.

Library classification schemes
Library classification schemes constitute an important type of thesaurus. They
define large sets of keywords, and relations between them. In doing so, they
not only add structure to the set of keywords, but also to the collection of
books in the library.
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Such a classification scheme can be used as a geographical map for the
library itself. If you are looking for literature on the bufflehead, a kind of duck,
you will find your way by going to the floor with the animal department. You
home in to the racks with books about birds, and find, via the shelves with
duck publications, the section with monographs on the bufflehead. Such a
structure goes well with a numerical notation that reflects hierarchy. For
instance, our example could go with a structure like the following:
500 Birds
520 Starks
530 Ducks
531 Buffleheads
531.1 brooding behavior
531.2 migrating
531.3 foraging
An example of a library classification scheme that works like this is Dewey’s
Decimal Classification, which is still used by many libraries in the U.S. today.
It currently contains more than 110.000 leaf nodes. The topic codes are
printed on the spine of each book, and books are ordered using these codes.

Figure 7. The card catalog in the nave of Sterling Memorial Library at Yale
University. (Picture by Henry Trotter, 2005. The image is in the public domain.)
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This leads to libraries where user can physically navigate the knowledge
model and take books from the shelves themselves. Many libraries, however,
disconnect storage from search and have closed stacks. Only library personnel
have access to the shelves. Users just hand in book requests. To identify the
relevant titles, they use a catalogue for searching.
The catalogue consists of cards stacked in an alphabetical order, either on
paper cards or on online electronic records. Different catalogues
corresponding to different classification systems can coexist: indexes by
author, by topic, by publisher, and so on. Moreover, a book can be classified
under multiple topics. This is an important difference with Dewey’s system.
Libraries that put the books directly in the reader´s hands can only use one
single classification system, since a book can occupy only one spot on a shelf.
A book can be about more than one topic. A catalogue-based system of
organization offers the flexibility to express this. For instance, there may be a
number of books and articles about textile in China in the 19th century. These
items will receive the topical tags “textile; China; 19th century”.
At the time of setting up the thesaurus itself, nobody has to worry whether
books in this category are available or not. The category is not even defined
initially: it arises after the fact, by combining different tags. New categories
can be formed by simply combining index terms. In case of a paper catalogue
with index cards, the user must know where to look, however: under Textile,
then under China, then under 19th century? Or try another access path? The
standard access path used in a classification system of this type is called the
collocation order. In an electronic catalogue, order does not matter.
The perceptive reader will recognize here the use of different taxonomies
alongside each other to classify an object based on independent aspects. The
basic mechanics of this have been treated in Part I, when we discussed the
car configuration example, where we defined silver Passats as the intersection
between the classes (car model: Passat) and (car color: Silver). More on this
below, in the section on navigational taxonomies. First, we consider in more
detail how exactly a thesaurus can be useful for search.

How a thesaurus helps findability
The most fundamental benefit of a thesaurus is that it provides definitions of
terms and explaining relations. This helps people understand a domain and
formulate what they need. When combined with an indexing system,
however, a thesaurus boosts search and findability in many additional ways.
First of all, it makes assets findable by keywords and keyword relations that
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have precisely defined meanings — recall the (Author: Mark Twain) tag.
Moreover:




A mapping can be provided from ambiguous search terms to precise
index terms
Queries can be expanded with related terms.
Queries can be very precisely formulated to yield very precise results.

Index catalogues can explicitly mark synonym relations defined in a thesaurus
to help users select the correct term. In the paper world, referral index cards
are used for this: “Soccer: see Football” and “Evans, Mary Ann: see Eliot,
George.” This is done more elegantly in the electronic world. Wikipedia, for
instance, displays a disambiguation page in cases of polysemy, with a list of
descriptions of the different uses of the term. Finding the right asset (in this
case, a Wikipedia article) is just a click on a hyperlink. The principle stays the
same: in both cases, the asset is metatagged using a term chosen from a
controlled set of index terms, and mappings are created from search terms to
index terms.
Query expansion adds search terms to a query based on semantic relations
defined in a thesaurus. If you search for articles on birds, you are probably
also interested in articles on specific bird species, such as ducks, gulls, and
eagles. Therefore, using the taxonomy defined by the thesaurus, a search
engine can enrich your query “birds” to “bird OR duck OR gull OR eagle”. This
will make the result set larger, adding relevant items that you would have
missed otherwise — it increases recall. This type of reasoning is useful in
other contexts as well, as we will see later.
Conversely, a thesaurus can also help honing down a result set to a very
small collection of highly relevant results. In other words, it can help
increasing a search query’s precision.
Using the relations between keywords defined in a thesaurus, an article can
be indexed as being about a very specific combination of topics. For instance,
suppose you are interested in articles about diseases related to deficiency of
monoamine oxidase. Infinitely many articles may contain these words in the
text, but only very few of them are actually about that combination of topics.
Finding these without a thesaurus is like finding a needle in a haystack
without a magnet. To see how this works, it is useful to consider a real-world
example.
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An example: MeSH
An example of a popular on-line thesaurus
is MeSH, an acronym for Medical Subject
Figure 8. Translating search terms
Headings, and we will use it to illustrate
to index terms using the MeSH
the different ways in which a thesaurus
browser
adds power to search. MeSH is used
worldwide to find medical publications by topic. You can access the thesaurus
by surfing to MeSH Browser.13 A dedicated team of professional topic analysts
maintains the thesaurus. Publishers of medical content have teams of
indexers assigning the terms in the thesaurus to medical publications.
MeSH-savvy search engines can help the user by replacing search terms — or
entry terms — by the proper MeSH-keywords. This can be done overtly, by
letting the user choose from options, or transparently, without the user even
realizing it happens. This is called automatic term mapping. For instance,
when you type in “hay fever” in the search box, your query will be
automatically translated to “rhinitis, allergic, seasonal.”
MeSH-search engines also support explicit mapping search terms to index
terms. Using this approach, we type “type 2 diabetes” in the MeSH-browser.
This is not an accepted index term according to MeSH, so it asks us to make a
selection of what it thinks are relevant terms. It presents these in a list, as
shown in Figure 8. In this list, the indented entries are spelling variants of the
non-indented term preceding it.
MeSH-search engines
support query expansion
by adding keywords to a
query that reside lower
in the hierarchy. MeSHsearches engines do this
automatically. This is
shown in Figure 9, where
the search “diabetes” is
automatically translated
into a search for diabetes
mellitus and diabetes
insipidus. Query
expansion expands the
result set that your
query will harvest,
ensuring you don’t miss
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Figure 9. Query expansion in MeSH

Figure 10. A page in the MeSH thesaurus

something important: it yields higher recall.
Conversely, the MeSH thesaurus can also be used to hone down your search
results to increase precision. This is useful if you have high precision
information needs. Suppose we are looking for literature that tells us
something about the history of insights in the genetic causes of type 2
diabetes. We navigate to the page describing this concept, which also
contains a concept description and other information. This is illustrated in
Figure 10.
We are now looking at what is at the heart of a high-quality thesaurus: a clear
definition of a concept, explained in context, with links to related terms and
concepts. The MeSH search builder allows users to create a query
automatically in the right top part of the page by checking the appropriate
subtopics in the page body. Clicking the “Search PubMed” button will then
return the result set. In this particular example, we are interested in the
related subtopics genetics and history.
The result set yielded by this query contains just five published articles, ready
for download. They are highly relevant to our original search, namely, for
literature that tells us something about the history of insights in the genetic
causes of type 2 diabetes. On the top of the list is an article by one A.H.
Barnet, entitled “Diabetes-science, serendipity and common sense.” This gives
us unprecedented precision and recall.
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Interestingly, copy-and-pasting the generated MeSH query in Google harvests
exactly the same very limited search result set with the same ordering — at
least, when the author tried it, on February 22, 2012. Typing in any other
combination of keywords, such as “’type 2 diabetes’ history genetics”, just
returns millions of articles, and not the ones we were looking for — at least
not within the first 150 results. Apparently, Google recognizes the MeSH
query by its syntax and posts it directly to PubMed for optimal results. The
use of a thesaurus thus adds considerable power to search. Even Google uses
it when it is necessary to find a needle in a haystack.

The Global Jukebox
The MeSH example demonstrates some of the advantages of using a
thesaurus over free text search. In some cases, free text search is not even
an option. The next example illustrates this. It is about searching music in the
Global Jukebox, one of the biggest collections of field recordings in the world.
At the time of this writing, it is to go online soon. It will make available
17,000 tracks recorded by ethnomusicologist Alan Lomax, with music from
around the globe. He “discovered” musicians that later would become famous,
such as Jelly Roll Morton,
Leadbelly and Woody Guthrie.
He founded the Association
for Cultural Equity (ACE) in
1983, aiming to "explore and
preserve the world's
expressive traditions".14
Together with a team of
specialists, Lomax developed
a system for coding features
of music, called cantometrics,
which relates elements of
vocal music to features of
social organization, resulting
in a taxonomy of expressive
human communications style.
Lomax defined cantometrics
as the study of singing as
normative expressive
behavior, which models key
patterns of co-action in
everyday life. Instead of the
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Figure 11. Alan Lomax recording in Dominica, 1962.
(Photo by Antoinette Marchand. Courtesy of the
Association for Cultural Equity, www.culturalequity.
org).

traditional descriptive criteria of pitch, rhythm, and harmony, cantometrics
employs 37 style factors. Similar systems were developed for classifying
dance and language.15
Cantometrics enables a user to navigate the human cultural heritage in a
variety of ways. He could slice and dice multimedia recordings and discover
for himself the similarities between a Haitian voodoo ritual and a West African
drum session. A simplified version of cantometrics is already used by the US
music service provider Pandora.com. Pandora metatags each of the recordings
it offers with a tag encoding the “musical DNA” of the song. Users can search
for similar music using this system. Similarity is defined among a number of
dimensions, though not in as many as in the cantometric original.
Developing taxonomies to structure a domain is not a trivial exercise. Lomax´
cantometrics is an elaborate, carefully designed system for describing items of
music and their interrelations. Music lovers can utilize this system to search
for music resembling a song they like, even though they may be unfamiliar
with this system. However, the more a user understands of the system, the
better use he can make of it.
What makes the Jukebox example interesting is that there is no real
alternative. Text search simply does not apply. Navigation along axes of
similarity must be supported by a language that can describe music in terms
of these axes of similarity. Cantometrics does exactly this.

3 Navigational taxonomies and facets
Navigational taxonomies
So far, we have discussed taxonomies as an ingredient of thesaurus
construction. Taxonomies can also be used more directly for findability,
namely as a navigation instrument. We already briefly touched on how the
IPC-tree for patent classification can be navigating from the top node to a leaf
you are interested in. One of the most famous navigational taxonomies on the
web is Yahoo’s World Wide Web directory. It allows the user to choose from a
reasonable amount of abstract topics. At each click, you drill further down the
tree, until you arrive at a “leaf page” that simply lists the URLs of the pages in
that category. For instance, the following is an example of a realistic
navigation path: Science > Life Sciences > Health > Diet. Or take this
example: Sports > NCAAB > NCAA Women’s Basketball > St. John’s now 20th
in AP Poll.
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This is sometimes
referred to as passive
search — a
somewhat curious
term, but it captures
the idea that the user
does not have to
actively translate his
information
requirements into
keywords recognized
by the retrieval
system. Rather, he is
Figure 12. Toilet taxonomy in airport signage. Photograph by
presented with a list
Troy Mortimer. Courtesy of the photographer.
of categories and
chooses the one that matches his needs the closest. Step by step he
approaches the content items he is looking for.
Navigational taxonomies are everywhere. Airport signage, the structure of a
newspaper, the layout of a supermarket, the table of contents of a textbook:
they are all intended to help the user find his way by structuring the
environment into discrete, categorized units. Take for instance airport
signage, such as the sign in Figure 12. It helps you first find your way to the
nearest restrooms in general, and when you are there, you home in on the
restroom for ladies, gents, disabled persons or for baby care. The essential
characteristics of a taxonomy are preserved in this case too: a restroom for
ladies “is a” restroom. Taxonomic reasoning is so natural to the human mind
that one hardly recognizes a taxonomy when one sees one.
Peter Morville, in his 2002 article “The Age of Findability,” specifically coined
the term findability to refer to the essential similarities in these seemingly
disparate domains. Findability isn’t limited to content. Nor is it limited to the
Web. Findability is about designing systems that help people find what they
need. Navigational taxonomies are an important tool for that purpose.16
In many websites, navigational taxonomies are essential. However, the use of
a single taxonomy to cover everything is sometimes problematic. In such
cases, the website faces the same problem as open stack libraries in which
book shelves define topics, discussed previously. The problem is that different
taxonomies are relevant at the same time, classifying one domain in in
different dimensions — so that an object to belongs to different categories at
once. This is where faceted search comes in.
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Faceted search
Recall from Part I that we had to refactor
the initial Volkswagen taxonomy into
three independent taxonomies. Car
model, engine type and car color are
independent aspects or dimensions, so
lumping them together in one taxonomy
Figure 13. Query for children's
creates problems. By refactoring the
books at Amazon.com
taxonomy in three separate ones, we
can use each of the independent taxonomies to classify the domain in
overlapping sets. We can then define intersections. For instance, the
intersection of Passats and Silver cars. When applied to websites, this is called
faceted search.
Concretely, in websites supporting faceted search, independent taxonomies
are shown in a side bar on a web page showing a set of items. You can
combine different choices in each of the different taxonomies to filter out
unwanted items in this set. You can slice and dice the set according to any
dimension you like. The literature often juxtaposes taxonomies and faceted
search as fundamentally different.17 In fact, however, each facet is a
taxonomy in itself. The rules of engagement for taxonomies are therefore also
applicable to faceted search. Before going into that, let us first consider an
example of how it works.
Say we are looking for children’s books. We surf to Amazon.com and navigate
to the children´s books department, as shown in Figure 13.
Within this department, containing thousands of books, we can filter by using
the facets shown on the left panel. As you can see in Figure 14, this includes
filtering by age range, by actuality, by topicality, by format, by author, and
more. Each facet defines a taxonomy of values. The Department facet goes
several levels deep: Books > Children’s books > Fairy Tales, Folk Tales and
Myths > Anthologies. Others, such as Age Range and Format, only have one
level below the top node.
Next to each value of each facet, a number is displayed that indicates the
number of corresponding items in the current selection. Thus, in our example,
there are apparently 708 items in the category Hardcover, given the current
selection.
In a similar vein, we could use the three refactored taxonomies in the
Volkswagen example in Part I as independent facets on a second-hand car
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search page. You could make different cross-sections of the set of cars by
turning on and off the different features defined by the taxonomies.
Faceted search is very useful in many business contexts. Suppose you are a
case worker involved in the process of granting environmental permits. On
your screen displaying an overview of current requests, it would be useful if
you could slice and dice permit requests based on metadata characterizing
these requests. Solutions in the field of adaptive case management, such as
Be Informed business process platform, increasingly offer such functionality
out of the box.

Facets and rules of classification
Faceted search relies on facets. Each facet defines a taxonomy in and of itself.
These taxonomies must observe the ground rules for taxonomies discussed in

Figure 14. Faceted search at Amazon.com
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Part I. Since faceted classification uses multiple taxonomies alongside each
other, the impression sometimes arises that the rules do not apply. Nothing
could be farther from the truth, however.
For instance, faceted search provides a great solution to the problems we run
into when we purposely want to violate the rule of homogeneity. In Part I, we
discussed the problem of many Dutch vacation booking sites, which have a
tendency to categorize vacations non-homogeneously into car vacations, flight
vacations and ski vacations. The problem is that when there are no vacations
on offer that are both a flight and a ski vacation, users looking for precisely
such vacations will be lead to browse at least two categories in vain. This
leads to unnecessary frustration.
Faceted search allows us to use this categorization scheme and thus stay
close to the habits of our potential customers, while at the same time
avoiding unnecessary frustrations. Means of transport (car, train, flight) and
activity (dive, ski, city tour) can be used to define separate facets, so that the
user can instantly filter the set of vacations in these two dimensions. The user
will almost instantly know whether or not the intersection of ski and flight
vacations is empty. Unnecessary browsing is avoided.
Notice, however, that each of the two individual taxonomies in this example
observes the homogeneity rule: each subdivides the domain according to one
homogeneous criterion — means of transport and activity, respectively.
Effective faceted classification systems have to be designed carefully —
usually based on a thesaurus. The taxonomies used must observe the rules of
distinctiveness, uniqueness and homogeneity, which ultimately determine a
taxonomy´s quality and usability. Many initiatives exist to derive facets
automatically through text mining, but only some of them are successful. We
briefly discuss this rich and evolving topic in section 4.
To see why a thesaurus, or at least a purposeful design is often necessary for
defining useful facets, note first that the set of items to be filtered is itself a
result of a query. It is a list of items that have something in common. In the
Amazon example above, the implicit query is “the set of all items in the
category children’s books”. We executed this query when we clicked the menu
item Children´s Books in Figure 13 above.
The result set defined by this query is the domain for faceted classification.
Each of the facets displayed are meaningful for the entire domain. Within
another domain, they may not be. When we would have opted for Camera,
Photo and Video instead, different facets will be relevant, such as Brand and
Megapixels. Similarly, when browsing the cosmetics department, you expect
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(and will actually find) facets like Hair Care, Skin Care and Make Up, but not
Author, Format, and Age Range.
Each facet is a taxonomy, and of these taxonomies must exhaustively classify
the set of items in the domain, as required by the rule of Distinctiveness,
discussed in Part I. That is why faceted classification will not work to classify
the 37 million known organisms, for instance. The facet “number of wings”
only makes sense for a particular subclassification of a particular taxon —
insects, as the case may be. The number of wings aspect is simply
meaningless when classifying animals in other taxa, such as mamals.
It has been claimed in the literature that four facets of ten nodes have the
same discriminatory power as one taxonomy of 10,000 nodes. While
numerically almost but not quite true, facets and single taxonomies work in
complementary situations. One has to be wary of mixing these up.18

Faceted search is not search
Faceted search is really filtering, and it is not specific to the electronic world.
Underlying faceted search is faceted classification, and this is a fundamental
element of knowledge management. It is interesting to note that the concept
of faceted classification was first described by the famous Indian
mathematician and librarian S.R. Ranganathan, long before computers and
web search existed.
In 1933 he published his magnum opus Colon Classification, elected by David
Weinberger to be the world’s worst-ever title for a book.19 Ranganathan found
issue with the approach, common at that time within library science, that a
publication belongs to just one category — most libraries had open stacks. He
devised a system of five independent dimensions or facets: Personality,
Matter, Energy, Space, and Time, or PMEST for short. Each facet has its own
taxonomy of possible values.
In metatagging a publication using
colon classification, the facets are
separated by colons, hence the name of
the method. As can be suspected from
the names of the facets, Ranganathan
was a metaphysicist pur sang and
convinced he had captured the true
essence of Knowledge. In practice,
however, there is not one set-up of
Figure 15. Few librarians have a stamp
facets that works for everyone in all
in their honor. Ranganathan is among
them.
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circumstances. Nonetheless,
Ranganathan has laid important
groundwork for modern
knowledge management.
The system of faceted search has
been implemented using edgenotched index cards. Edgenotched card systems marry the
concept of facets and postcoordinate classification to a
Figure 16. A edge-notched punch card
mechanical index that made the
(Photogrpah by Daniel MacKay. The image is
ideal of faceted browsing a reality. in the public domain)
According to the Wikipedia, the edge-notched card system was invented in
1896.20 Popular implementations were the Taube Uniterm system and the
competing McBee Keysort System. IBM, Remington-Rand and other suppliers
also developed edge-notched card systems along these lines.
In these systems, assets such as books were catalogued on edge-notched
punch cards, where a punched notch indicated the assignment of a facet’s
value to that book— see Figure 16. To record data, the paper stock between a
hole and the nearest edge was removed by a special notching tool. The holes
were assigned a meaning dependent upon a particular application. For
example, one hole might record the answer to a yes/no question on a survey,
with the presence of a notch meaning yes. To browse for a book, you inserted
a rod into a notch in the stack of index cards and lifted, leaving behind just
the cards classified by that facet or notch. This step is then repeated with
another facet, and so the stack of cards is slowly winnowed down to result set
referencing highly relevant assets. Using the system is time-consuming and
somewhat awkward.
It was, however, used across different fields, far beyond library science. E.M.
Uhlenbeck, a renowned linguist at Leiden University in the 1950’s until the
1970´s, had a team of assistants using an edge-notched card system for
analyzing Javanese verb forms. He started by creating a card catalogue of all
verb forms he could find in Javanese dictionaries and field notes. By
classifying the verbs according to different facets (which he called
“oppositions”), he was able to discover hidden patterns.21
Similarly, the 1953 issue of the Journal of American Folklore contains an
article describing the application of such systems for mechanically classifying
scholarly research material, specifically, folklore data.22 These examples
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illustrate the fact that faceted classification does not as such depend on the
computer. Of course, computers help tremendously.
Let us summarize. Before faceted search is possible, a classification system
must be defined, and assets must be classified using that system. The
classification system can be described in a thesaurus. To some extent, it may
be possible to discover classification structure automatically by data mining,
as we will see in the next section. In any case, faceted classification is a
fundamental method of classifying information assets and hence one of the
pillars of effective knowledge management.23

4 New developments
So far, we have discussed interesting and important, but ultimately fairly
traditional topics in the domain of findability. The past few years have seen a
number of new developments, however. Most notable are the following:





Classification of user contexts
Latent semantic indexing
Granularity of indexed resources
Classification languages for linked data

We discuss these developments in turn.

Classifying user contexts
As we have seen, there is much to say about classifying assets to make them
findable. It is also possible to classify the contexts in which information needs
arise. A taxonomy of user contexts may seem far-fetched at first blush, but
this subsection will demonstrate — based on real world examples —that this is
actually very useful.
Citizens who have to deal with public authorities often find themselves
confronted with a large number of different institutions, laws, permits and
websites each offering only a part of the information and services they are
looking for.
The Dutch government uses semantic technologies to radically improve its
service in this regard. It has created a number of websites that offer
information relevant to so-called life events, such as birth, death, studying,
starting on your first job, move house, and so on. These websites ask
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questions related to these events, focusing on the user’s context. Next, it
classifies this context in terms of a taxonomy of contexts.
Consider an example: http://newtoholland.nl — we touched on this already in
Part I. The relevant life event is immigration. Figure 17 shows a screenshot.
The questions asked by the website include the following:




How long do you want to stay?
What is the purpose of your visit
How old are you?

Based on the user’s answers, the system assigns a profile to the user. This
profile captures the user’s context and determines which topics are relevant.
The system generates a checklist that sums up information on useful topics,
such as legalizing documents, importing a car, and making proper
arrangements for social security.
The information assets displayed in the checklist are provided by a large set
of public organization, such as IND (the immigrations office), the tax
department, UWV (benefits payment), RDW (vehicle registration), DUO
(educational benefits) and so on. Each is content provider is responsible for

Figure 17. Screenshot of http://newtoholland.nl.
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managing his information assets. This includes indexing by associating
metadata to each asset, using a shared, structured and controlled vocabulary
of indexing terms.
Thus, if your age is 71, your checklist will contain topics such as Old Age
Pension. If your age is 16, you are not entitled to drive a car, and no topics
will be included related to driving. If the purpose of your stay is studying,
assets about study benefits will be included.
This leads to a citizen centric approach to publishing governmental
information. The citizen is just interested in the information relevant to his
situation, and does not care which of the 1300 Dutch agencies provide it.
Underpinning this functionality is a set of knowledge models. These determine
the user profile given the user’s answers, and define a mapping from profiles
to relevant topics. These topics are then matched against metadata
associated to individual information assets. Thus, in order to determine
whether particular pieces of information are relevant to a user, two steps are
taken:



Knowledge models are used to reason about the user’s context and
derive a specific query in terms of a controlled vocabulary.
The query retrieves information assets, which are indexed with
keywords from the controlled vocabulary defined by these models.

Figure 18 illustrates a knowledge model that could have been used for this.
The pertinent website — and other life event websites published and
maintained by the Dutch government — are realized using Be Informed
business process platform. The underlying knowledge models are larger and
more complex than the model in Figure 18, but the latter suffices to get a
basic idea of what is going on.24
The inference engine uses the upper part of the model to automatically derive
a set of questions to ask the user. Using the “Subtheme of”-relation, the
engine will arrive at the three questions mentioned above.
The lower part of the model, specially, the boxes in blue, contains concepts
used to index information assets. The inference engine uses this to support
topic specialists in executing the indexing process interactively. Each of the
many organizations supplying content is responsible for correct metadata.
Interactive support for indexing is therefore very important.
The relations between the blue boxes and the upper part of the model are
crucial for mapping assets to contexts. They express the conditional business
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Figure 18. Knowledge model mapping user context to information asset

rules that govern relevance. For instance, once a specific asset has been
metatagged as being about Pension, the inference engine will display this
asset only in case the citizen´s age is greater than 65.
Of course, it may be possible that a citizen immigrating to the Netherlands is
interested in pension information even though he is 25. In those cases, the
user can browse the assets using a navigational taxonomy. However, in many
cases, the automated selection of assets by user context truly adds value. It
answers questions you didn´t know you had to ask.
It is interesting to note that the idea of using ontology-driven web
applications for life events in order to solve knowledge management problems
is by no means new. The idea goes back to the early years of the millennium,
and many prototypes have been built, most often in the form of bespoke
solutions. A well-known, published example is a portal for the Essex County
Council, built in 2004.25
These examples demonstrate how controlled vocabularies and taxonomies can
be used in solving a central knowledge management problem: how to select
relevant information based on a subject’s implicit needs. The trick is to use
taxonomies, not only for classifying the information assets, but also user
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profiles. By relating these to each other through business rules, an inference
engine can effectively determine what is relevant in which circumstances.

LSI: Automating the indexing stage and beyond
Thesaurus based search depends on manual labor during the indexing stage,
where content specialists assign keywords to assets. Over the last decade or
so, remarkable progress has been made with automated discovery of
semantic structure.
One of the most influential techniques for this purpose is called Latent
Semantic Indexing (LSI), which is based on statistical analysis of word
frequencies in documents and sets of documents.26 The basic idea is simple
enough. For a corpus of documents, you create a dictionary containing all the
different words that occur in it. Each word is used to define a spatial
dimension. The relative number of occurrences of the word in a given
document can then be interpreted as a coordinate of that document in that
dimension. Thus, documents can be plotted as points or vectors in a
multidimensional space. The number of words to be used for defining
dimensions can be trimmed down by doing simple math, and retaining only
those that have a discriminatory value above a certain threshold.
The resulting space has many dimensions — as many as the words in the
dictionary. By plotting large numbers of documents in this space, document
clouds are formed. Each cloud corresponds to a class of documents. The
distance of each document to the center of the cloud can easily be computed
using standard rules of Euclidean geometry.
One way of using LSI is the following. A sample set of documents is
categorized by hand into distinct classes, such as Sports, Politics, and
Financial News. Now, each class of documents is represented as a cloud of
points in the corpus space. A new, incoming document is first analyzed as a
vector and plotted as a point in that space. The documents that are closest to
this point represent the class that the document belongs to. Each new
document — for instance, news wire — can thus be classified automatically.
In this use, LSI effectively assigns keywords from a controlled dictionary —
Sports, Politics and Financial News in the example — to information assets.
News sites use this technology to populate the different news categories in
their website automatically.
LSI can be used beyond automating the semantic indexing process, however.
By analyzing clusters of documents and the significant words in them, one can
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use this technology for discovery of relevant terms and automatically
generate an ontology or thesaurus.
LSI can also be used directly for free text search, offering novel ways of
searching. For instance, the user supplies a document — such as a Wikipedia
article — and the engine returns “similar” documents, where “similar” is
defined as distance in the vector space.
LSI-based free text search can take word meaning into account. Words
usually have different meanings in different contexts. With LSI, searches can
be directed at one meaning at a time. To see how this works, consider the
word “bank” as in “river bank” and as in “bank robbery”. Suppose we have
two articles, one, called A, about river banks, and one, called B, about bank
robberies. Both articles contain a similar number of occurrences of the word
“bank.” However, A will contain some occurrences of the word “river” and no
occurrence of the word “robbery,” and in B the opposite is the case.
This can be visualized in a three-dimensional space where each of the axes
stands for the number of occurrences of one of these three words,
respectively, as in figure 19. The blue dot represents document A, the red
one, B. The distance between the two document vectors is relatively far, and
each defines a different sense of the word “bank.”
Cross-linguistic concept searching takes this a step further. The basis for this
is a corpus of documents and their translations in other languages. Using LSI,
queries can be made in one language, such as English, and conceptually
similar results will be returned even if they are composed in a different
language.
Instead of defining the spatial dimensions by words occurring in a corpus, you
could also take categories of
items purchased by
customers. In doing so, you
can classify customers in
terms of the things they buy.
That, in turn, may help cross
selling and better service for
web shop customers.

Figure 19. Vector space representation of two
documents containing the word bank
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LSI and related techniques are
increasingly used for mining
taxonomies, ontologies and
thesauri out of text corpora.
Such generated ontologies can

be used for automatically computing facets and semantic search.
A complete overview of how LSI works and what its uses are is far beyond the
scope of this paper. It is noteworthy, though, that the field is going through
rapid change. Technology providers in this field include Autonomy, PoolParty,
Iqser, Cambridge Semantics, SumoBrain, QuantiFind and many others. Does
LSI spell the end for hand crafted taxonomies and thesauri? Of course not —
and we return to this question below. However, LSI and related technology
will continue to boost the field of semantic search.

Granularity of resources
Another area within the findability domain in which innovation proceeds
rapidly focusses on the granularity of assets that can be indexed. In the old
days, articles and books were the smallest units for indexing, and hence, the
atomic units you could find using keyword based search in a catalogue.
Actually, this is a simplification. Many books contain one or more alphabetical
indices at the end to find occurrences of names and topical keywords.
However, the library index and the index inside the book are completely
separate entities, produced by different people using different principles.
Using text search, we have become accustomed to the idea that the search
string is highlighted in the resources we harvest. Within the field of thesaurus
based semantic search, granularity is still typically restricted to the document
level, as in the MeSH example discussed above.
However, metatagging parts of documents is rapidly becoming normal. In
areas such as legislation and policy automation, it is important not so much to
find the book or document in which the laws reside, but to be able to find the
individual piece of a paragraph of an article of a law that is relevant in a
particular context. An important standard in this area is CEN MetaLex.
MetaLex standardizes the way in which sources of law and references to
sources of law are to be represented in XML.27
There is a growing body of consultancy firms specializing in analyzing
legislation along these lines.28 The idea is to translate the text into a semantic
model. At the lowest level of granularity, each full sentence is represented as
a separate model of related concepts. The sentence-level models are linked to
each other and combined into one overarching model. The links are found by
comparing terms and following explicit cross-references.
The modeling process usually results in uncovering a quagmire of terminology
problems, ambiguities, and more. Once these are resolved, the formal model
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can be used as a basis for automating processes that execute the rules, such
as a process granting subsidies or a process subject to Sarbanes-Oxley.29
In addition, the model serves as a thesaurus, helping one to understand the
law’s structure. When business processes are also based on these models, a
complete business thesaurus emerges, through which analysts and business
persons can easily track which legislation is relevant in which business
processes, and which system module supports these process. This is ideally
suited for supporting impact analyses when rules change or processes are
reengineered. We will discuss business thesauri in more depth in Part III.
The relevance of this goes far beyond legislation. Being able to relate items
inside documents is a crucial ingredient of Tim Berners Lee’s Semantic Web.
Many new tools for annotating document parts exist. TeamPatent has created
a toolkit for patent authoring and examination, that automatically discovers
semantic structure. It can represent the claims in a patent in a claim tree and
relate parts of the body text to these claims. Technology providers like
Ontotext and PoolParty offer tools for mining and annotating any kind of text.

Findability of data
Recall from Part I that finding the right information and interpreting the
meaning of data are two sides of the aboutness problem. We now arrive at a
position where we can drive this point home. We have seen that annotating,
metatagging or indexing — whichever term one prefers — of different kinds of
assets enhances findability. We started with books and articles, and then
proceeded in the previous subsection to do the same with paragraphs and
individual sentences. Continuing from there, we now discuss metatagging
individual pieces of data.
Production of data in science, technology and business still exhibits
exponential growth. Finding data becomes ever more challenging. In many
specialized fields, initiatives exist to use ontologies and provide software tools
for using these to annotate individual data. Consequently, there is a large
number of ontologies available to choose from. A new and burgeoning field is
the development of smart tooling for integrating these disparate ontologies.
In doing so, true semantic interoperability can be achieved.
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An example is OntoCAT, a web
based tool for authoring and
integrating ontologies and
annotating data in the field of
bioinformatics. Ontologies in
different research domains —
such as genomics, animal
observation, biochemistry, and
cancer research — can thus be
combined to create a mashedFigure 20. Early example of a mash-up of different
up of diverse databases.30
data sources indicating hygiene ratings in
restaurants (Alani et al, 2007)

Also in the domain of public
administration, thesauri and ontologies are increasingly used at the level of
individual data. This facilitates large scale integration and sharing of
distributed data sources held by government organizations. Harith Alani and
others describe in a scientific article published in 2007 how the English
government took some early steps in making this happen. One of the results
is visualized in Figure 20. The authors point out that pragmatism was one of
the crucial success factors. Rather than trying to construct an allencompassing ontology explaining everything there is, they choose a justenough approach: small, simple ontologies just enough to describe the most
important parts of the databases, scanting over many details. We come back
to this below.
Using a shared thesaurus for semantic interoperability, the Dutch government
runs a shared system of registries containing information about citizens,
addresses, registered organizations, locations, and more. Tax forms,
scholarships, allowances and so on use the same set of authentic data. When
a municipality registers a citizen moving house, the authentic data are
updated. The updated data is immediately available to all authorized
government organizations. Semantic interoperability is achieved through a
thesaurus realized in Be Informed business process platform — see the
screenshot in figure 21.31
At the time of writing this, it is only five years after Alani’s early mash-up. The
amount of datasets freely accessible through the Web has exploded.
Instrumental in this development is the standardization of protocols through
which the datasets are made accessible, such as RDF, RDFS and SPARQL.
Semantic interoperability is obtained by using ontologies shared through the
Web. The trick is that there are many small-scale, domain specific ontologies,
each of which is relatively easy to understand. These are published on the
web and can be referenced by anyone interested in publishing a dataset.
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Figure 21. A page of the so-called Stelselcatalogus, explaining the concept of
Natural Person

Thus, if I would like to publish the fact that I have a friend who likes a certain
movie, I can use the “friend-of” relation from the Friend Of A Friend ontology,
and the MovieDB ontology to describe the movie. Rather than setting up an
ontology myself, I use snippets of existing ontologies available on the Web.
Figure 22 shows the famous, already iconic graph of the Linked Open Data
Cloud as of September 2011. It includes wildly differing but interlinked public
datasets, ranging from music databases to drug banks to space data, with the
DBPedia at the center. As more and more organizations discover the power of
sharing knowledge, the number of datasets made public continues to grow
exponentially. Technology dedicated to manage linked data and the ontologies
defining their meaning takes the market by storm. Commercial providers in
this space include Ontotext, FluidOps, YarcData, Profium, Revelytix, Franz,
Systa, Cambridge Semantics and many, many others.
Summarizing, ontologies are a crucial ingredient in making data findable.
They are indispensable in making explicit what the data mean, and hence to
achieve semantic interoperability. In Part I, we briefly discussed the Mars
Climate Orbiter, which unfortunately crashed because different subsystems
assigned different meanings to the same numbers. Semantic interoperability
is the antidote to this. When disparate systems connect to each other through

38

Figure 22. Linked Open Data cloud diagram as of September 2011, by Richard
Cyganiak and Anja Jentzsch. http://lod-cloud.net/

the Web, semantic interoperability becomes a formidable economic and
cultural factor.

5 Web 3.0 and the Taxonomy Revolution
Why taxonomies are here to stay
Social tagging is on the rise, as we have seen. We also discussed how Latent
Semantic Indexing and related technology supports automated semantic
analysis to uncover implicit structure. Do these developments mean that
manually curated vocabularies, thesauri, taxonomies and ontologies will
become obsolete in the findability domain?
As a matter of fact, there are no signs in that direction. The number of
published ontologies continues to grow exponentially. In virtually every field
of science and technology initiatives are burgeoning.32 Existing thesauri like
MeSH have growing user populations, and new ones, like the World Jukebox,
are launched.
The reason that expert thesauri and handcrafted taxonomies will remain
important now and in the future is that they ultimately constitute a language.
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Communication about a specific domain using this language structures the
way we reason about it. Understanding a domain is being able to say sensible
things about it.
Languages do have a tendency to emerge spontaneously and develop
autonomously, without any form of authority controlling and steering it. This
is a mighty feature of social behavior in humans. It is ultimately the power
source of social tagging. Unconstrained tagging and conversations on the web
enrich assets everywhere around us with endless amounts of valuable
information. With statistical techniques we can discover hidden patterns in the
languages we use, and utilize these patterns to do all kinds of novel things.
But languages can also be purposely constructed, and constructed languages
are useful in their own right. There are two sides to this. We can use language
to talk about the world, or about what should be. One discourse is about
facts, the other about norms. We talked about this in Part I, in the section
Prescribe, Describe or Explain. This is a good point to reflect.

Norms and Nature
A taxonomy of things in the natural world is right or wrong when it
corresponds to the facts or doesn’t — respectively. As Plato put it: a good
taxonomy puts the distinction between classes at nature’s joints. These joints
are determined by causality and are the subject of empirical science. Despite
heated arguments some years ago, it is not so interesting whether or not
Pluto is to be called a planet. However, when the mass of an object in space
— such as a planet — reaches a certain critical threshold, it will cause nuclear
fusion to set off and the object becomes a star. This is scientifically relevant
because there is a known causal mechanism that distinguishes stars from
non-stars. The distinction is therefore right at one of nature’s joints.
It is the very nature of causal mechanisms that they have a hypothetical
character. They are part of theories, and theories tend to be replaced by
better theories through time. This is how science works. As discussed in Part
I, the structure of the tree of life has gone through significant upheavals over
the past decades.
Constructed languages in the natural sphere have the benefit that they
incorporate knowledge that results from years or even centuries of disciplined
research. The insights behind thesauri like MeSH and the World Jukebox will
not arise spontaneously in the crowd.
In the normative sphere, distinctions should be placed at the joints of societal
norms. The Purpose of Stay taxonomy in figure 18 above, used by the Dutch
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immigration office, has three leafs and not four, because of the law being as it
is. It is remarkable that recent attempts to create taxonomies and knowledge
models of legislation uncover so many terminological issues, as we have seen
in section 4. Constructing a consistent language is no easy task, and without
backing of a scientific theory, this is apparently even harder.
In business contexts, taxonomies are most often of a normative nature. The
decision whether a specific configuration of a product counts as a separate
product or as a product variant, is a normative decision. Authoritative bodies
decide such things as which list of exact species of fish can be sold as
mackerel. Crucially, if new results in DNA-research cause the phylogenetic
tree of fish to be fundamentally reconfigured, it would leave the labels at your
local fish store unaffected. A mackerel is a mackerel, from a culinary point of
view. The different taxonomies belong to different spheres.

Everything is Miscellaneous. Or is it?
In his widely read and thought-provoking book Everything is Miscellaneous,
published in 2007, David Weinberger takes stock of how the Web changes the
way we think. The core of his reasoning is that the Web — unlike paper card
catalogues — allows for infinitely many explicit connections between assets.
This leads to messiness, as opposed to the neat classification systems of old,
and messiness is good news. Messiness helps us not so much to know things,
but rather to understand them. This is the power of the new digital disorder.
One of the effects of this vast degree of interrelatedness is that people at
large start conversations on the Web, and that these conversations can be
treated as metadata. This observation of Weinberger’s was certainly farsighted. We have seen in the section on social tagging how five years later
new initiatives like Dishtip and First Retail put this idea on steroids. Also,
decentralized, more democratic ways of working together are changing the
way we codify knowledge. The Wikipedia is a great example of this, and in the
scientific world, initiatives like arXiv and PLoS take power away from the big
publishers.
However, all this does not spell the end of authoritative classification
schemes. Science will move on and refine and extend its organization of
reality, and also in the normative sphere, society will continue to need
dependable classifications. As an old and wise Dutch proverb says, you should
not let anyone sell you turnips for lemons. Society needs some grip on what
counts as a turnip and what counts as a lemon.
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Also on an informal, non-authoritative level, taxonomies will increasingly play
a role. Whether they are useful or not depends in part on the way they are
constructed. At a bare minimum, the ground rules should be observed.
Weinberger is completely right in observing that the great ambition of setting
up one gigantic, all-encompassing Tree of Knowledge and Ontology of the
Universe — the dream of so many metaphysicists through the ages — goes
absolutely nowhere. However, a large number of small-scale, pragmatically
structured, sometimes messily overlapping taxonomies and ontologies might
just do the trick. This is what we see happening right now. It is called Web
3.0.
Web 3.0 adds ontologies to a Web dominated by conversations. In doing so, it
will instill just enough order to create a new reality — one in which assets are
not just linked, but linked in rich and meaningful ways.
Is this a revolution? In some ways, it isn’t. Taxonomies and ontologies have
been with us since the days of Aristotle. In other ways, it is. Ontology
fragments can now be combined and linked, just as ordinary web assets.
Moreover, many proponents of Web 2.0 — the web of conversations — have
predicted the end of taxonomies, and now they come back in a big way.
Finally, Web 3.0 is a gigantic leap forward that will, through countless new
applications, change the way we do our business, and, possibly, even live our
lives.
The real taxonomy revolution is taking place elsewhere, however.
Organizations increasingly set up knowledge models and thesauri to create a
solid foundation for communication. This is beneficial for their customers,
workers responsible for executing processes, managers in charge of
connecting strategy and operation, and IT-workers managing the life-cycle of
process support systems.
Now, these knowledge models can be fed to a software platform that uses
them to make inferences about real world cases. The knowledge models are
executed by the system and thus create an ergonomic, easy to use process
support system. The days of ERP and CRM are over. Concept computing, the
topic of Part III of this series, is taking the market by storm. So if you like the
clamor of the barricades and smell of change in the air, please continue
reading Part III.
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Endnotes

1

Pavord, loc. cit.
See Wilkins (1668). See also the Wikipedia article on John Wilkins.
3
See Morville (2002) and (2005). There is also a lemma on findability in the Wikipedia.
Retrieved March 9, 2012, from http://en.wikipedia.org/wiki/Findability.
4
See Vander Wal (2007).
5
An exciting development is FluidInfo, which provides groundbreaking technology in this area.
See http://fluidinfo.com. There is also a lemma in the Wikipedia,
http://en.wikipedia.org/wiki/Fluidinfo. Retrieved March 18, 2012.
6
See http://www.dishtip.com.
7
See Weinberger (2007).
8
See http://firstretail.com.
9
See http://www.wipo.int/classifications/ipc/en/
10
See http://www.wipo.int/classifications/ipc/en/general/preface.html. Retrieved March 9,
2012.
11
See Hedden (2010) for extensive discussion of some of these and other software products
and how to integrate them. Erskine (undated) discusses how taxonomies can be used in EMC
Documentum, a leading technology supplier in the ECM-space.
12
See http://www.wipo.int/classifications/ipc/en/
13
See http://www.nlm.nih.gov/mesh/2012/mesh_browser/MBrowser.html. The Diabetes
Melitus example is retrieved from http://www.ncbi.nlm.nih.gov/sites/entrez?Db=mesh&Cmd=
ShowDetailView&TermToSearch=68003924&ordinalpos=3&itool=EntrezSystem2.PEntrez.Mesh.
Mesh_ResultsPanel.Mesh_RVDocSum.
14
See http://www.culturalequity.org/features/globaljukebox/ce_features_globaljukebox.php.
Retrieved 12-3-2012.
15
See the lemma ‘Cantometrics’ in the English Wikipedia. Retrieved March 9, 2012, from
http://en. wikipedia.org/wiki/Cantometrics.
16
See Morville (2002).
17
See for instance the lemma Faceted search in the Wikipedia. Retrieved March 9, 2012, from
http://en.wikipedia.org/wiki/Faceted_search.
18
See Papa (2006), who refers to this as “Busch’s Law”. The numbers come closest to
correctness under the assumption that each combination of facet values defines an existing
category and that the tree with 10,000 nodes is one level deep. But even then there are only
9,999 leaf nodes or non-trivial categories distinguished. How non-terminal nodes in a multilevel
taxonomy add to discriminatory power depends on one’s definition of discriminatory power.
19
See Weinberger (2003) and (2007).
20
See http://en.wikipedia.org/wiki/Edge-notched_card (retrieved March 18, 2012). See also
Papa (2006) and Norman (2004).
21
See Voskuil (1996).
22
The Journal of American Folklore , Vol. 66, No. 262, Oct. - Dec., 1953. Retrieved 31-5-2012
from http://www.jstor.org/discover/10.2307/536730?uid=3738984&uid=2&uid=4&sid=
47699052259417
23
Yonick Seeley, the creator of the Open Source search engine Solr, provides a crisp discussion
of the technical aspects of faceted search, see Seeley (2009). An extensive and general
discussion of faceted search can be found in Tunkelang (2009).
24
See also Heller and Van Teeseling (2010).
25
See Gugliotta et al (2005).
26
See the lemma “Latent Semantic Indexing” in the Wikipedia. Retrieved March 9, 2012, from
http://en. wikipedia.org/wiki/Latent_semantic_indexing
27
See http://www.metalex.eu/
28
In the Netherlands, these include Pharosius, KMG and RMG, among others.
29
See Kordelaar and Van der Zaal (2003).
30
See http://www.ontocat.org/.
31
See http://stelselcatalogus.nl
2
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32

See the lemma on ontologies in the Wikipedia for some examples. Retrieved March 18, 2012,
from http://en.wikipedia.org/wiki/Ontology_(information_science)
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